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TCP is elastic...

e TCPis providesreliablebyte stream

— window-basedlow control
— AIMD (Adaptive IncreaseMultiplicative Decreasegontrolledcongestiorwindow

x probesavailablebandwidth
x controlsnumberof pacletsin network

e Throughputdepend®n

— roundtrip time
— pacletlossrate

Throughput(in segments)s somethindike

. w 1
B < min (m, W) (1)

B numberof segmentsn time unit, RT'T roundtrip time, W window sizein segments Equatiorill
is only approximatdor steady-statanddoesnot hold for large pacletlossesor duringslow-start.

Numberof congestiorsignals(droppedpacletsor multiple acks)depend®n sizeof a flow andfor
eachsignalrateis halved. This resultstwo multiplicative effectsand1/,/p term i, footnote6 on
pages-5].

...usersare not

e TCPcanlive with pacletrateof 0.01Hz (<15bit/s)
e Applicationsneedsomeminimum bandwidthto maintaintheir fidelity

e Interactive applicationsneedminimumresponsgime



Interacti ve applications

e Interactive applicationamustfollow 0.1/1/10rule [, p. 135]
0.1s immediatefeedbacko user to shav userthatactioncommandmouseclick, key pressyoice)
wasreceved.

1s usersworkflow is notinterruptedf taskcompleteavithin onesecondlf taskis notcompleted,
then there shouldbe at leastan indicator to shav userthat taskis proceedingwith some
estimateof timeto complete.

10s userlossenesattentionto taskin questionif taskdoesnotcompletewithin 10 secondsUser
eitherinterruptstaskor switcheso ananothertask.

e Acceptableperformanceneeds

— smalldelay
— sufficientbandwidth

Transferring7 KiB documentithin 1susingHTTP

@ | ()
minimumlink speed| 64kbit/s | 10Mbit/s
1-waydelay 4,4ms 198ms

TCPconnectioris establishedbut it is notclosed.Maximumsegmentsizeof 1500bytesis assumed
andslow startwith initial congestiorwindow of two sggments Endsystenprocessingimefor each
segmentis assumedo be0.1msin averageancludingtimeto processaanddeliverHTTP requestnd
responseNo sggmentsarelost.

Themajordifferencebetweerthosetwo casess causedy pacletserialisatiortime whichtotalsto
0.98sin case(a) and0.006s in case(b). Averagenetwork utilisationis 61kbit/s in both caseqas
equalsggmentsastransmitted).

e Interactive TCPapplicationsdo needsomeperformancessurance
e Availablebandwidthis the mostimportant

e Delayshouldnotvarytoo muchor exceedsomelimit

Partially interactive applications

e Applicationis controlledby a humanoperatorbut transfertakesplacein background

— FTPtransfers
— emaillMUA-MTA (mail useragent- mail transferagent)communications

e Muchlongertransfertimesaretolerated

e Someupperlimit for total transfertime, dependson application: few minutesfor email, half an
hourfor FTP

Non-interactive communications

¢ Communicatiorbetweerendhosts
e Eachongoingcommunicatiortakessomeresource$rom endsystem
e Applicationtimeouts[]

FTP senercommandimeoutof 5 minutes

SMTP percommandimeout2—-10minutes(dependingon command) per sessiortimeoutof an
hour

DNS defaulttimeout5 secondsvith exponentialback-of (up to oneminute)
e Theremaybe“userbehind”waiting for email,for example

e Evenlongertimestolerated



How lossand delay affect

e Bothdecreas¢hroughput
e Lossrate

< 1% verylittle effect
> 20% throughputverylow

e Delay
— atlongerdelayswindow sizeis limiting factor
e Oneapproximatiorof bandwidth

B ~ min W L 2

TT’
RTT prp 22 + Tymin (1,3,/%1—1’) p(1 + 32p?)

(4

Lossand maximum window
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Throughput: lossand round trip time
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FastRetransmit / FastRecovery

If asegmentis lost
= gapin bytesequence

0.2

e Receverackslastbyte of continuous?sequencsf recevesbytesafterhole

= sggmentlossis identifiedby 3 duplicates

cateacks
1. sstresh = max{FlightSize/2,25MSS}
2. retransmibof lost, cwnd = sstresh + 3SMSS
3. for eachduplicatereceved cwnd = cwnd + SMSS
4. continuesendingf cwnd andreceverwindow allows
5.

setcwnd = sstresh whennew datais acknavledged

cwnd=16000
ssthresh=16000

SEQ=2,ACK=1001
SEQ=1462,ACK=1001
SEQ=2922,ACK=1001
SEQ=4382,ACK=1001
SEQ=5842,ACK=1001

SEQ=1001, ACK=2922,WIN=16000

cwnd=16113 SEQ=7302,ACK=1001 SEQ=1001, ACK=5842,WIN=16000
SEQ=8762,ACK=1001
cwnd=16245 SEQ=10222,ACK=1001 ~ SEQ=1001, ACK=5842,WIN=16000

SEQ=11682,ACK=1001
SEQ=13142,ACK=1001
SEQ=14602,ACK=1001
SEQ=5842,ACK=1001
ruuhkaikkuna taynna

®  SEQ=1001, ACK=5842,WIN=16000

> SEQ=1001, ACK=5842,WIN=16000

> ~ SEQ=1001, ACK=5842,WIN=16000
~~  SEQ=1001, ACK=5842,WIN=16000

SEQ=1001, ACK=5842,WIN=16000

SEQ=1001, ACK=16062,WIN=16000

ssthresh=5110
cwnd=9490

cwnd=5110

SEQ=16062,ACK=1001

TCP and QoSmarking

e TCPburstyby design
e For eachack,availablewindow is sent

e Burstmayexceedallowedburst size
= Tail of burstsgetsmarked out-profile
= Lossof multiple segments
= PossiblyRetransmifTimeout

RetransmifTimeoutif window sizesmall,becausehereareno segmentsin flight to trigger dupli-



Partial ACK

o With alarge FlightSize theremay be severalholes
=- anew fastrecoveryfor eachhole
= cwnd reducedor each,maybetoo much

e Reduceonly oncefor eachFlightSize

e Still problemsdentifying which segment(s)o resend

Selectve Acknowledgement

e Helpsto identify lost segmentg]
e Useagreedn SYN-segmentswith TCP Sack-Permitted Option

e In caseof loss,receversendsACK (asnormal),anda partiallist (TCP maximumoptionsizeof 40
bytesallows 4 blocks;3 if Timestampoptionis used)of somesggmentsreceied

e FirstblockincludesSACK relevantfor this ACK
e Recevermay drop somedatathatis SACKedbut not ACKed

e D-SACK (DuplicateSACK [[]) reportsduplicategeceved
= info aboutspuriousretransmits

Elephantsand mices

Elephant A flow whichlastsfor alongtime andhasmary bytesin it

e terminalsessions
e usenenews sener-senertraffic
e databasaynchronisation
= steady-stateommunication
Mice Short-livedflow with only few segments

e HTTPrequests

e DNS (ontop of UDP)
= only in slow-startphase
= doesnotreactto congestiorcontrol,unfairness

e majority of flows; andof bytes

Should connectionsbe limited?

e Limit numberof TCP connectionstlink

— guaranteeninimum bandwidth
— with highloss,goodputratelow

e Limit maximumflow speed

— if aflow takesagreatpartitionof link capacityslow it
— chageonly high-bandwidtHlows
— goaroundby usingmultiple TCP flows
= limit by host,network...
e Reportcongestiono edgeroutersto enforcepolicing for misbehaing flows
e Someutility, however problemswith

1. scalability
2. fairness
3. accuray



Active queuemanagement

¢ RED (RandomEarly Detection)dropspaclet evenif queuenotfull

— statisticaldropping
— aimto avoid synchronisatiorof flows

e Paclketdropcrudesignal of congestion

— deliveredpaclet hasbetterutility thandropped

* hasalreadyusedsomenetwork resources
x betterfidelity without retransmissions
x TCPmustwait for multiple pacletsbeforeit candistinguishbetweerreorderanddrop

e Somebetterindicationneeded

Signalsof Congestion

IP ICMP SourceQuench

e routersenddf its resourcesreexhaustedt]
e sendemust limit transmissiomate;for TCPreactas

— retransmissiotimeouthadoccured]], or
— cutcongestiorwindow into half asin FastRetransmit

e addstraffic to congestedhetwork
= needgatelimiting

o fastfeedbacklessthanRTT
Packet networks DECDbit[Z]]

e abit is sethy averagequeuesize
o if morethanhalf of pacletshave bit set
= decreaseongestiorwindow multiplicatively, otherwiseincreaseadditively
Frame Relay FECN/BECN

e basedn virtual channelssetup by signallingor network management
o FECNsetif pacletexperiencedcongestionin transit
o BECN setif congestiorin reversedirection

IP Explicit CongestionNotification

e Possibilityto indicatecongestiorin network by markingpacletsiZ]
= notraffic added

e Internetroutesasymmetric
= recipientmustecho;needssupportin bothendsystems
= delayof RTT

e If transportprotocolis ECN capable, it maysetECT bit ECN Capablelransport

e If routerwould drop andECT is set
= routersetsCE bit (CongestiorExperienced)

e Transporprotocolmust reactif paclkethadbeen drop

TCP reducecongestionwindow
VoIP reducesendingrate;possiblyusinghighercompressiomates

multicast selectstreamwith lower rate, if thereis one available (as shouldbe becauseECN is
activated)



o RedefinedloSfield

0 1 2 3 4 5|6 7
DSfield, DSCP ECNfield

e ECN codepoints

0 0| Not-ECT

0 1| ECT(1)(ECN-Capableransport)
1 0| ECT(0)

1 1 | CE(CongestiorExperienced)

Older specification =] usedECT bit (bit 6) to indicateECT andif congestiorwasexperienced,
CEbit (bit 7) wasset.Value“01” (currentlyECT(1))wasnot defined.

Useof two differentECT valuescan sene 1-bit nonceto protectendsystemdrom misbehaing
network elements.

TCP and ECN

1 2 3
01234567890123456789012345678901
Data bocrvedilcIRIC|S|S|Y |1 Wind
eserved indow
Offset r|Elc|K|A|T|N|N

e Usenegotiatedat connectiorsetup

1. connectioninitiator setsCWR (CongestionVindow ReducedandECE (ECN-echo)bits
2. recipientreplieswith CWR clearandECE set
3. connectiormay useCE codepoint

Notethatuseof ECN differsfrom otherTCP extensionusingoptions. This mayresultsomeprob-
lemswith non-complianfirewalls andendsystems.

e Congestiorsignalledoncefor RTT

1. recevesTCPsggmentwith CE bit set,setsECEDbit for all TCP segmentit sends

2. recevesTCPsgmentwith ECEbit set,reducesongestiorwindow andsetsCWR bit; ignores
ECEuntil next RTT

3. recevesTCP sggmentwith CWR bit set,stopssettingECE bit

Possibleproblemsin ECN

e Unresponsie hosts
— hostmayreportit honoursEeCN
= packetnotdroppedbut marked
— ignoresCE, doesnot reducerate

— host can behae badly without ECN by increasingsendingrate with FEC (Forward Error
Correction)

e Feedbacldelay
— asymmetriqouting; aroutermay not seeotherdirection
e |Ptunnels;IPSec

— DShbyte“volatile” (notcoveredby AH or ESPheaders)
— in tunnelmodelPSecouterheadediscardedat endof tunnel
— shouldECN or DiffServcodepointde copiedto innerheader?
— depend®n situation
= ECN Tunnelattributefor IPSecSA (SecurityAssociation)

e TCPspecification



If anincomingsegmenthasa securitylevel, or compartmentor precedencevhich does
not exactly matchthe level, and compartmentand precedenceequestedor the con-
nection,a resetis sentand connectiongoesto the CLOSED state. The resettakesits
sequencaumberfrom the ACK field of theincomingsegment. [, p. 37]

— problemswith bothDiffServandECN

— only few implementationgheckfor those
= TCPupdatedn RFC2873o ignoreprecedencgid]

Summary

e While elastic, TCPneedsomeQoS

e Burstylossedad;especiallywith smallwindow

¢ ECM providesgentlersignalof congestion
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