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1. Introduction

The purpose of this document is to demonstrate the use of Netfilter (iptables) as a packet filtering firewall. At first, some concepts of security, firewalls and packet filtering are eplained. Next, we find out what Netfilter is, how it works and what it can be used for. Finally, Netfilter will be installed to a standard Linux operating system and different kinds of rule sets will be tested to verify that the firewall performs they way we originally wanted.

2. Firewall and security basics

According to some definition, firewall is “a system or group of systems that enforces an access control policy between two networks”. The actual means by which this purpose is accomplished may vary, but basically, a firewall consists of two mechanisms. One of them exists to block traffic, and the other to permit traffic. Usually, the policy is to block everything, and then decide what traffic will be permitted to pass through – “forbidden unless explicitly permitted”. It is usually a very bad idea to take the other route – allow everything that isn’t explicitly forbidden – since this would leave a lot more holes to the attackers to exploit.

A perfect firewall is something that connects your host (or network) to the other network (possibly Internet) safely, so that the malicious users aren’t able to break in to your system. But the firewall also has to be transparent, so that the connections (both inbound and outbound) you need are affected or limited as slightly as possible. You could always unplug the host from the network or deny all traffic, but that wouldn’t be very useful.

The security of a network or a host is always as good or bad as its weakest link. Even a perfect firewall is useless if it can be bypassed or the hacker can enter the system using a dial-up connection, for example.

There are basically two kinds of firewalls: network and application level. Very often, they are used simultaneously to combine their best qualities.

Network level firewalls generally make their decisions based on some predefined rules and the IP headers of the packets it receives. A network level firewall checks the source and destination addresses of the packet, as well as ports and perhaps some other options, such as the TCP SYN flag. The advantages of packet filters (network level firewalls) are speed, flexibility and transparency.

The fact that packet filters are fast and simple means that there are also disadvantages. Packet filters don’t do any kind of anylysis on the (potentially malicious) content of the packets it processes. It may also be difficult to maintain if the configuration gets overly complex.

Application level firewalls (gateways) are proxy servers, which permit no traffic directly between networks. A proxy must “understand” the application protocol being used and it works with the payload of the packets as well, not just with the header. Due to this, application level firewalls are not as transparent or fast as network level firewalls. As Netfilter is a packet filtering (network level) firewall, this is enough about application level firewalls.

3. Netfilter and Linux

Netfilter/iptables is a packet-filtering tool for Linux 2.4 kernels. Besides firewalling, it can be used for masquerading and network address translation as well. In this document however, I will only deal with the firewalling capabilities. Iptables is a more sophisticated version of ipfwadm and ipchains, which were used with earlier Linux kernels.

Netfilter is a fairly advanced software and its stateful inspection features are especially powerful. Stateful inspection provides the ability to track and control the flow of communication passing through the filter. With stateful inspection, it is possible to make sense out of the higher level protocols such as FTP, HTTP and NFS. The behaviour of the firewall changes based on the information contained in the packet. If the packet contains information in the header that indicates it is part of an existing connection, and it matches a rule that states it’s a permissable service then it is permitted to pass through the firewall.

4. Compiling iptables support into Linux kernel

To run iptables, you need a 2.4.x kernel. I used iptables 1.2.2 and it required 2.4.4 or above. If needed, you can get the latest kernel from ftp.kernel.org/pub/linux/kernel/v2.4 (or perhaps rather from ftp.funet.fi, since the file size is about 27MB). The latest version at this time is 2.4.7.

I used iptables on a Slackware 7.1 with 2.4.7 kernel. The following instructions should work with any Linux 2.4 distribution, however. Iptables is also available in RPM (RedHat Package Manager) format for distributions that support RPMs (RedHat, Mandrake, SuSE..). In this document, iptables is compiled from sources.

Steps for compiling the kernel:

1. Copy the kernel package to /usr/src

2. rm linux  (to remove the old symbolic link for the sources)

3. tar xzfv linux-2.4.7.tar.gz

4. mv linux linux-2.4.7
5.ln -s linux-2.4.7 linux (re-establish the symbolic link)

6. cd linux
7. make mrproper
8. make menuconfig (or make config if you wish)

You should now see the Main menu. You need to turn on the options iptables needs (your other kernel options may vary – these instructions only include the options needed for running iptables). Include all options in the kernel (build-in, *), not as modules (M).

9. From the Main menu, select Networking options

10. In the Networking options page, select Network packet filtering (CONFIG_NETFILTER)

11. From the menu below, turn on the following options from the Netfilter configuration menu:

- Connection tracking (CONFIG_IP_NF_CONNTRACK)

- FTP protocol support (CONFIG_IP_NF_FTP)

- IP tables support (CONFIG_IP_NF_IPTABLES)

- Limit match support (CONFIG_IP_NF_MATCH_LIMIT)

- MAC address match support (CONFIG_IP_NF_MATCH_MAC)

- Multiple port match support (CONFIG_IP_NF_MATCH_MULTIPORT)

- TOS match support (CONFIG_IP_NF_MATCH_TOS)

- Connection state match support (CONFIG_IP_NF_MATCH_STATE)

- Packet filtering (CONFIG_IP_NF_FILTER)

- REJECT target support (CONFIG_IP_NF_TARGET_REJECT)

- LOG target support (CONFIG_IP_NF_TARGET_LOG)

Some of these options are actually not needed, but they can be useful if you want to try something more complicated. Select Help to see more info on some currently highlighted option.

After you have made the above additions, select Exit & Save, then compile the kernel:

12. make dep

13. make bzImage

14. cp arch/i386/boot/bzImage /vmlinuz-2.4.7

15. Edit /etc/lilo.conf to look something like the following (note that your root dir may be different)

image = /vmlinuz-2.4.7

root = /dev/hda2

label = Linux

read-only
and check this also:

default = Linux

16. lilo (to rewrite the boot sector)

17. reboot (to reboot using the newly compiled kernel)

18. After rebooting, type uname -a to confirm that the new kernel is in use.

5. Installing iptables

You can get the latest Netfilter source package from http://netfilter.filewatcher.org. The latest version is currently 1.2.2.

Steps to install iptables:

1. bunzip2 iptables-1.2.2.tar.bz2

2. tar xvf iptables-1.2.2.tar

3. make pending-patches (you’ll be informed whether you need to run make bzImage again)

4. make
5. make install

That’s it!

6. How iptables works

Iptables has a fairly detailed manual page (man iptables). For simple firewalling, you’ll manage with some basic commands.

Iptables uses chains, which are basically rule sets. You start with three built-in chains: INPUT, OUTPUT and FORWARD. All those chains will have the “ACCEPT” policy by default, which means that the packet will pass with no restrictions. Other policies are “DROP” and “REJECT”. To view the chains, type

iptables -t filter -L

The following picture will give you an idea on how packets travel through filters. Since our host has just one interface, the FORWARD chain is obsolete.

When a packet arrives, a routing decision is made. If the packet is destined to some other host, it’ll be sent to FORWARD. However, for the reason just explained, this can’t happen and all packets will be sent to INPUT. In INPUT chain, a set of rules will be evaluated to determine whether the packet will be allowed to pass to Local Process.

Similarly, when a packet leaves Local Process (for example, user tries to telnet to some host), the packet will go to OUTPUT chain. As with the INPUT chain, depending on the rules, the packet may be allowed to pass, or not.










Commands for manipulating whole chains:

· Create a new chain (-N)

· Delete an empty chain (-X)

· Change the policy for a built-in chain (-P)

· List the rules in a chain (-L)

· Flush the rules out of a chain (-F)

· Zero the packet and byte counters on all rules in a chain (-Z)

Commands for manipulating rules inside a chain:

· Append a new rule to a chain (-A)

· Insert a new rule at some position in a chain (-I)

· Replace a rule at some position in a chain (-R)

· Delete a rule at some position in a chain (-D)

· Delete the first rule that matches in a chain (-D)

To create a simple rule that will block all incoming ICMP traffic (ping, for example), type

iptables -A INPUT -p icmp -j DROP

In other words “drop all icmp packets that arrive in the INPUT chain”. You can see the filter contents by typing the following command:

iptables -t filter -L

The rule should be visible in the INPUT chain. Now, try to ping the host from some other host:

ping 192.168.1.1 (replace with the real IP address)

If everything is correct, you shouldn’t be able to get response. Remove the rule (see that it really disappeared by using the list command).

iptables -D INPUT -p icmp -j DROP

Pinging the host should work now. Now, use REJECT instead of DROP:

iptables -A INPUT -p icmp -j REJECT

Pinging the host should now give the error “Destination Port Unreachable” or something similar (if the remote host will accept such messages, that is). This is because REJECT will not just drop the packet dead on the floor, but it will also send the ICMP “port unreachable” message back to the source host, unless:

· The filtered packet was an ICMP error message itself.

· The filtered packet was a non-head fragment.

· We’ve sent too many ICMP error messages to that destination recently.

 Depending on the situation, you might want to use REJECT instead of DROP to tell the other party that the service or port is unavailable.

You may have noticed an unpleasant side effect of our “drop incoming ICMP” rule: you aren’t able to ping other hosts any more, and you lose other useful services as well. This is why you probably wouldn’t want to drop all ICMP traffic, but would rather use a more advanced ruleset.

Note that your rules will be lost when you reboot your machine. It’s a good idea to create a script (/etc/rc.d/rc.firewall, for example), that will be executed from /etc/rc.d/rc.local every time the machine is booted up.

7. Modifying a simple firewall configuration

In the exercise, you are given a “skeleton configuration” which you should modify. Currently, the policy is a tad too strict – it basically denies all traffic, so it isn’t very useful until some changes have been made. The name of the file you have to modify is rc.firewall and it is located at /etc/rc.d/ .

Your job is to make all the necessary modifications to allow the following (and only the following!) services:

· Outbound ping (able to ping other hosts)

· Inbound “destination unreachable” notifications

· NTP (Network Time Protocol) (for synchronizing your clock)

· Traceroute (figure out what traceroute needs in order to work!)

· SSH (Secure Shell) server (allow SSH clients to connect)

· HTTP (HyperText Transfer Protocol) server (allow HTTP clients to connect)

· Inbound redirect messages

· DNS (Domain Name System) (to enable DNS)

· FTP (File Transfer Protocol) server (allow FTP clients to connect)

(Hint: you may find /etc/services and the ICMP link at the end of this document helpful.)

As mentioned, the default policy of the configuration is “drop all”. This is achieved by simply giving the default policy DROP to all built-in chains:

$IPTABLES -P INPUT DROP

$IPTABLES -P OUTPUT DROP

$IPTABLES -P FORWARD DROP
The INPUT chain is defined so that we only check whether the arriving packet is ICMP, TCP or UDP. This way, we don’t need to, for example, let some TCP packet traverse through all rules: if the packet is TCP, we just guide it to another chain that handles TCP traffic and make the more detailed checks there, thus avoiding unnecessary overhead in the INPUT chain.

To create the chains for different kinds of traffic, we use the –N option:

$IPTABLES -N icmp_packets

$IPTABLES -N tcp_packets

$IPTABLES -N udpincoming_packets
Here is the INPUT chain itself:

$IPTABLES -A INPUT -p ICMP -j icmp_packets

$IPTABLES -A INPUT -p TCP -j tcp_packets

$IPTABLES -A INPUT -p UDP -j udpincoming_packets

$IPTABLES -A INPUT -p ALL -d $LOCALHOST_IP -j ACCEPT

$IPTABLES -A INPUT -p ALL -d $STATIC_IP -m state --state ESTABLISHED,RELATED -j  ACCEPT

$IPTABLES -A INPUT -m limit --limit 3/minute --limit-burst 3 -j LOG --log-level 

DEBUG --log-prefix "IPT INPUT packet died: "
This means that when a packet arrives in the INPUT chain, we first check whether the traffic is ICMP. If it is, we jump to the icmp_packets chain (which is empty in the beginning) and check whether we can find a rule that allows the packet to go through. If such a rule can’t be found, we go back to the INPUT chain. In that case, we check the tcp_packets chain next (if the traffic is TCP). If it’s not TCP, or we don’t find a matching rule in the tcp_packets chain, we’re again returned to the INPUT chain, and so on.

The tcp_packets chain is a little more complicated than icmp_packets and udpincoming_packets chains. If we find a matching packet (for example, the destination port number matches) we don’t accept the packet right away. Instead, we jump to the allowed chain to make a few more checks on the packet. If we find a matching policy, the packet is accepted; otherwise, we’re back in the INPUT chain.

Your second task is to implement the mentioned “checks” in the allowed chain:

· If the packet is an opening of a connection, ACCEPT it

· If  it belongs to some open connection (ESTABLISHED, RELATED), ACCEPT it

· If it’s something else, DROP it

In short, we want to allow all new and existing connections. On the other hand, we want to drop all packets that don’t belong to some existing connection and are missing the SYN flag. That’s simply because there isn’t any lawful use for such packets, and they’re portscans 99 times out of 100.

The fourth line of the INPUT chain states that we allow all traffic from our localhost IP. We also allow everything that comes from our own IP that is either ESTABLISHED or RELATED to some connection.

If there’s still no match, the packet is going to be dropped. Before using the default DROP policy of the INPUT chain, we log the packet. This is very useful in finding out possible problems or bugs in our configuration. Either the packet was indeed something we don’t want to allow, or we aren’t allowing something we’d like to allow. We can also limit the maximum amount of packets logged, so that our log file doesn’t get overly big. It’s also possible to add a prefix to the log entry.

The OUTPUT chain is pretty simple.

$IPTABLES -A OUTPUT -p ALL -s $LOCALHOST_IP -j ACCEPT

$IPTABLES -A OUTPUT -p ALL -s $STATIC_IP -j ACCEPT

$IPTABLES -A OUTPUT -m limit --limit 3/minute --limit-burst 3 -j LOG --log-level

 DEBUG --log-prefix "IPT OUTPUT packet died: "
The first and second lines mean that all packets that originate from our localhost IP or static IP should be accepted. If this is not the case (for some strange reason), the packet will be dropped and a log entry created (like Oskar Andreasson put it, “we’ll sure as hell want to know about it”).

After making the modifications to rc.firewall, execute it and test your configuration: try to ping other hosts, try to make an FTP connection from some other machine, and so on. Also, make sure that you didn’t open any doors you weren’t supposed to open. The log file (type dmesg to display it) may be helpful in debugging possible problems.

8. Resources and links

Linux 2.4 Packet Filtering HOWTO

http://www.linuxsecurity.com/resource_files/firewalls/packet-filtering-HOWTO/index.html

The official Netfilter FAQ

http://netfilter.filewatcher.org/netfilter-faq.html
Iptables Tutorial 1.0.4

http://people.unix-fu.org/andreasson/index.html
Internet Firewalls FAQ

http://infosyssec.net/infosyssec/fwfaq.html

The Internet Control Message Protocol ICMP

http://www.ee.siue.edu/~rwalden/networking/icmp.html
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